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1. Problem: Gradient Entanglement

Observation. GCD jointly optimizes labeled and unlabeled objectives:
LGCD = αLsup(DL) + βLunsup(DU), g = gL + gU .

Gradient Entanglement (GE): unlabeled gradients distort the supervised direction and attract
novel features toward the known-class subspace.

Direction deviation
unreliable update direction

Subspace overlap
novel features overlap known subspace

2. Method: Energy-Aware Gradient Coordinator

Anchor-based Gradient Alignment (AGA)
Train a reference encoder on DL only, freeze it, then an-
chor labeled gradients to stable supervised features:

∇zlgalign = λa(z
l − ẑl).

Energy-aware Elastic Projection (EEP)
Build a soft known-class subspace and project unlabeled
gradients with sample-adaptive strength:

∇zugproj = −λp(τ · ∇zuLunsupSknown).
AGA stabilizes known classes; EEP decouples likely novel samples without over-suppressing likely known samples.

3. Quantitative Comparison

Main SOTA comparison. We plug EAGC into four representative baselines across five
datasets, showing broad improvements in All/New ACC without changing the inference model.

4. Diagnostics and Robustness

Gradient Entanglement and backbone robustness. GE is measured by direction deviation

GDC and subspace overlap SOC; DINOv2 tests whether the gain transfers across backbones.
GE metrics

DINOv2 results

GE metrics. Lower GDC and SOC show that
EAGC reduces direction deviation and
known-novel subspace overlap on all three
fine-grained datasets.

Backbone robustness. With DINOv2
features, the same training-time coordinator
still improves average All/New ACC by
+6.2/ + 8.3 over the baseline.

5. Representation Visualization

t-SNE visualization. EAGC produces cleaner and better separated feature clusters, consistent with the
reduced subspace overlap measured above.

•Better known-novel separa-
tion.

•Cleaner clusters across
datasets.

•Consistent with reduced GE.

6. Qualitative Evidence and Project

Visual evidence. Attention maps show how EAGC-guided learning focuses on more discrimi-
native object regions.

Plug-and-play training

•No network architecture change.
•No base-objective rewrite.
•Training-time only; zero inference cost. § haiyangzheng.github.io/EAGC

Takeaway: coordinate gradients to preserve known-class discrimi-
nation and improve novel-class discovery.

https://haiyangzheng.github.io/EAGC
https://haiyangzheng.github.io/EAGC

